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Karenia brevis blooms occur nearly annually along the southwest coast of Florida, and effective mitigation of
ecological, public health, and economic impacts requires reliable real-time forecasting. We present two boosted
random forest models that predict the weekly maximum K. brevis abundance category across the Greater
Charlotte Harbor estuaries over one-week and four-week forecast horizons. The feature set was restricted to data
available in near-real time, consistent with adoption of the models as decision-support tools. Features include
current and lagged K. brevis abundance statistics, Loop Current position, sea surface temperature, sea level, and
riverine discharges and nitrogen concentrations. During cross-validation, the one-week and four-week forecasts
exhibited 73 % and 84 % accuracy, respectively, during the 2010-2023 study period. In addition, we assessed the

models’ reliability in forecasting the onset of 10 bloom events on time or in advance; the one-week and four-
week models anticipated the onset eight times and five times, respectively.

1. Introduction

The marine dinoflagellate Karenia brevis forms harmful blooms over
the West Florida Shelf (eastern Gulf of Mexico) nearly annually (Liu
et al., 2016; Medina et al., 2022). These blooms—known colloquially as
red tides—initiate offshore following a cascade of physical, chemical,
and biological processes and may be transported to the southwest coast
of Florida via favorable circulation patterns (Steidinger, 2009; Vargo,
2009; Heil et al., 2014; Weisberg et al., 2019). Once a K. brevis bloom
appears on the coast, a variety of nutrient sources may perpetuate its
growth and maintenance (Vargo, 2009; Heil et al., 2014), including
anthropogenic nutrient loads from developed watersheds (Medina et al.,
2020, 2022; Phlips et al., 2023; Tomasko et al., 2024). The organism
produces a neurotoxin (brevetoxin) that causes wildlife mortality
including massive fish kills that liberate nutrients that can further fuel
blooms and disrupt ecosystem function (Walsh et al., 2006; Heil et al.,
2014). In addition, brevetoxin results in hospitalizations from ingestion
of contaminated shellfish or due to respiratory illness following aero-
solization and transport of the neurotoxin up to several kilometers
inland (Kirkpatrick et al., 2004; Fleming et al., 2005; Watkins et al.,
2008; Stumpf et al., 2022). These ecological and public health impacts
translate into significant regional economic losses to the tourism,
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fishing, and real estate sectors (Bechard, 2021; Ferreira et al., 2023).

Reliable forecasting of harmful algal blooms (HABs) enables timely
mobilization of resources to mitigate adverse impacts via public advi-
sories, shellfish harvest closures, and cleanup operations such as the
harvest and disposal of dead fish (Liu et al., 2023). In addition, reliable
forecasts may enable mitigation of the severity of the blooms them-
selves, to the extent that engineered riverine discharges fuel the growth
and maintenance of downstream HABs. For instance, in southwest
Florida, managed discharges from the Caloosahatchee River and Lake
Okeechobee convey nitrogen loads that intensify and prolong K. brevis
blooms along the coast (Medina et al., 2022; Tomasko et al., 2024).
Forecasts may indicate when to withhold such discharges in anticipation
of bloom conditions.

Nonetheless, HAB forecasting is challenging due to the complex
interplay of factors influencing bloom initiation, growth, maintenance,
transport, and termination and how these processes translate into
negative impacts on human and ecological communities in space and
time (McGowan et al., 2017; Medina et al., 2022). Approaches to fore-
casting HABs include numerical hydrodynamic models that simulate
particle advection and transport (e.g., Liu et al., 2023); coupled models
that simulate transport as well as chemical mass balance and biological
growth (e.g., Sherwood et al., 2016); machine learning and statistical
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models (e.g., Nelson et al., 2018; Izadi et al., 2021); and equation-free
modeling based on low-dimensional reconstructions of system dy-
namics in phase space (e.g., McGowan et al., 2017).

For K. brevis along the Gulf coast of Florida, the current state-of-the-
art model generates 3.5-day forecasts of bloom trajectories based on
Lagrangian particle tracking in a numerical ocean model that uses the
locations of grab samples exhibiting elevated cell counts as initial po-
sitions (Liu et al., 2023). This study introduces a machine learning
model that substantially extends the forecast horizon by generating
weekly ‘early warning’ forecasts for K. brevis conditions one week and
four weeks in the future, representing a valuable complement to the
existing forecast paradigm. The model is a random-forest classifier that
predicts the weekly maximum K. brevis abundance category across the
Greater Charlotte Harbor estuary system, in terms of five
order-of-magnitude abundance categories used by the Florida Fish and
Wildlife Conservation Commission (FWC): Background (0—103 cells/L),
Very Low (10°-10* cells/L), Low (10*-10° cells/L), Medium (10°-10°
cells/L), and High (>106 cells/L). Inputs to the model are restricted to
‘live data’ (data that are available in near-real time), consistent with
operational use of the model on a weekly basis. These input data include
current and lagged K. brevis cell count statistics and environmental data
for sea level, ocean temperature, Loop Current position, and riverine
discharge and nitrogen concentrations.

2. Methods
2.1. Study area

The southwest Florida study area includes the forecast target
domain—extending from Lemon Bay south to Estero Bay, including
Charlotte Harbor, the Caloosahatchee River estuary, and San Carlos
Bay—and a broader feature domain that extends north to Sarasota Bay
(Fig. 1). The three major rivers that discharge to the target domain
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include the Myakka River, the Peace River, and the Caloosahatchee
River. Discharges from the Caloosahatchee River are released at the S-79
flow control structure operated by the U.S. Army Corps of Engineers, and
this river conveys surface flows originating within its own drainage
basin (Caloosahatchee watershed) as well as Lake Okeechobee (dis-
charged via the S-77 structure). Discharges to the Caloosahatchee River
estuary and Charlotte Harbor are highly seasonal with wet (May to
October) and dry (November to April) seasons.

A recent study of K. brevis blooms between 2007 and 2023 indicated
that maximum cell counts typically exceed 100,000 cells/L starting
around October (following the summer wet season) and persist for an
average of more than five months, although a bloom that first appeared
on the coast in late 2017 persisted for approximately 15 months
(Tomasko et al., 2024).

2.2. Data and feature engineering

The study period for the models is May 2010 through April 2023. In
developing these models, we restricted the feature set to ‘live data’ that
are available in near-real time, consistent with adoption as an opera-
tional forecast tool. As a result, we chose to forego several potentially
informative data sources that report data following a substantial delay.
For instance, grab sample water quality data that undergo several
months of verification and quality control would not be available to
inform real-time forecasting.

The forecast target for each model is the maximum K. brevis abun-
dance category observed over a one-week or four-week forecast horizon,
within the spatial domain bounded by latitudes 26.4 and 27.1 and
longitudes —82.5 and -81.5. The K. brevis abundance categories include
Background (0-10° cells/L), Very Low (10%-10* cells/L), Low (10*-10°
cells/L), Medium (10°-10° cells/L), and High (>10° cells/L). Respira-
tory irritation can occur at Very Low cell counts, and shellfish harvesting
is closed when abundance exceeds 5000 cells/L (Stumpf et al., 2022).
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Fig. 1. The southwest Florida study area. The forecast target is the weekly maximum K. brevis (Kb) abundance category within the target domain (red dashed-line
box). Features include K. brevis statistics aggregated over the feature domain (red dotted-line box), discharges at stream gages (blue circles) along the Peace and
Caloosahatchee Rivers, NOx concentration at the S-79 structure co-located with the Caloosahatchee gage, mean water temperature at Venice and Fort Myers (black
points), and the mean low low water level near Fort Myers (black circle). The Loop Current feature domain is not displayed.
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Fish kills are considered possible at Low abundances and probable at
Medium or greater abundances (Heil et al., 2014). The K. brevis data are
collected in situ by the FWC and its partners and were obtained from the
NOAA HABSOS database (https://habsos.noaa.gov/).

Both the one-week and the four-week forecast models rely on an
identical feature set. Features include K. brevis cell count statistics and
environmental variables including sea level, sea temperature, Loop
Current position, and riverine discharges and nitrogen concentrations
(Table 1). The K. brevis, sea temperature, sea level, and riverine features
were built by aggregating available data on weekly and/or 4-week
(‘monthly’) time frames—e.g., the weekly or monthly mean

Table 1
Model targets and features.

Model target or feature Abbreviation Lags* Data source

Weekly maximum K. brevis Kb.category - NOAA HABSOS
cell count category
(target)

4-week maximum K. brevis Kb. - NOAA HABSOS
cell count category category.4wk
(target)

Weekly or 4-week Kb.max L1, L2, NOAA HABSOS
maximum K. brevis cell M1-M3
count

Weekly or 4-week 95th Kb.95p L1, L2, NOAA HABSOS
percentile of K. brevis cell M1-M3
count

Weekly or 4-week median Kb.median L1, L2, NOAA HABSOS
K. brevis cell count M1-M3

Weekly or 4-week mean Kb.mean L1, 12, NOAA HABSOS
K. brevis cell count M1-M3

Weekly or 4-week standard Kb.sd L1, L2, NOAA HABSOS
deviation of K. brevis cell M1-M3
count

Weekly or 4-week Kb. L1, L2, NOAA HABSOS
proportion of K. brevis exceed_le4 M1-M3
samples exceeding 10*
cells/L

Weekly or 4-week Kb. L1, L2, NOAA HABSOS
proportion of K. brevis exceed_le5 M1-M3
samples exceeding 10°
cells/L

Weekly or 4-week Kb. L1, L2, NOAA HABSOS
proportion of K. brevis exceed_le6 M1-M3
samples exceeding 10°
cells/L

Weekly minimum mean low ~ MLLW.min L1 NOAA Tides &
low water currents

Weekly mean of mean low MLLW.mean L1 NOAA Tides &
low water currents

Weekly maximum mean MLLW.max L1 NOAA Tides &
low low water currents

Weekly mean sea NDBC.temp L1-L6 NOAA NDBC
temperature

Weekly Loop Current center ~ LC.lat Lo, L1, L5, L9, Copernicus
of mass position (latitude) L13,L17,L21,

L25,L29

Weekly Loop Current center ~ LC.lon Lo, L1, L5, L9, Copernicus
of mass position L13,L17,L21,
(longitude) L25, L29

Weekly sum of Peace River Peace.Q. L1-L6 USGS NWIS
discharges at Arcadia log10

Weekly sum of Caloo.Q. L1-L6 USGS NWIS
Caloosahatchee River log10
discharges at S-79

Weekly or 4-week NOx.max L1, L2, USGS NWIS and
maximum NOx M1-M6 SFWMD
concentration at S-79 DBHYDRO

" One-week lags are denoted by “L” and the number of weeks prior to the
target week. For instance, an “L1” lag corresponds to the week prior to the
target. Four-week lags are denoted by “M” and the number of four-week periods
prior to the target. For instance, an “M1” lag corresponds to the period one to
four weeks prior to the target, and an “M2” lag corresponds to the period five to
eight weeks prior to the target.
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value—and the feature set includes several lags of these features.
Feature name suffixes in Table 1 indicate the data aggregation and lag
periods: The ‘L’ and ‘M’ suffixes indicate weekly and 4-week aggregation
periods, respectively, and the subsequent digit indicates the lag period
relative to the forecast target. For instance, ‘L1’ indicates a weekly-
aggregated feature that is delayed one week (i.e., the week prior to
the target period), and ‘L2’ indicates a weekly-aggregated feature that is
delayed two weeks. An ‘M1’ feature is aggregated over the four-week
period prior to the target, and an ‘M2’ feature is aggregated over the
period five to eight weeks prior to the target.

The K. brevis features include descriptive statistics for cell counts
(maximum, 95th percentile, median, mean, and standard deviation) as
well as the proportions of K. brevis samples exceeding thresholds of 10%,
10°, and 10° cells/L. The spatial domain of the K. brevis features is
bounded by latitudes 26.3 and 27.5 and longitudes —87 and -81.5. The
K. brevis feature domain is therefore a superset of the K. brevis target
domain.

The sea level features were developed using mean low low water
(MLLW) data from NOAA station 8725520 at Fort Myers, Florida. The
sea temperature features were developed by averaging data from NOAA
NDBC buoys VENF1 and FMRF1 at Venice, Florida and Fort Myers,
Florida, respectively, collected at 1 m below MLLW. The riverine
discharge features were developed using data from USGS gages at the
Caloosahatchee River and Peace River (gages 02292900 and 02296750,
respectively). Nitrogen concentration features were developed using
nitrite+nitrate (NOx) concentration data collected at the S-79 flow
control structure on the lower segment of the Caloosahatchee River.
These concentration data were obtained from the USGS gage
(02292900) and co-located South Florida Water Management District
(SFWMD) monitoring stations S-79 (currently active) and CESO1
(inactive).

The geographic coordinates of the Loop Current position were esti-
mated as the center of mass of the sea surface height within the eastern
Gulf of Mexico, bounded by latitudes 23.1 and 28.9 and longitudes —88
and -83. The sea surface height data were obtained from Copernicus
ocean physics reanalysis and analysis/forecast products for the date
ranges January 2000 through October 2020 and November 2020
through October 2023, respectively. Because Copernicus provides
forecasted values, the Loop Current features include an unlagged ‘L0’
value that coincides with the target week. Initially, we intended to rely
solely on the analysis/forecast product, since reanalysis data are not
available in real time, but the analysis/forecast products are removed
from the Copernicus repository once reanalysis products are published,
and our attempts to obtain the earlier analysis/forecast values (i.e., prior
to November 2020) were unsuccessful.

We elected not to include salinity as a feature, because we did not
expect it to provide predictive value on the spatial scale of the target
domain (Fig. 1). It is true that K. brevis is a marine species with a salinity
range of about 20 to 45 PSU (Steidinger, 2009) and that the target
domain includes mesohaline estuarine environments where salinity
conditions may at times be too fresh to support population growth.
However, one would not expect salinity to be predictive of the forecast
target—the maximum abundance category for K. brevis—within the
target spatial domain, which extends west into the Gulf of Mexico.

2.3. Random forest model development

A random forest classifier comprises an ensemble of classification
trees that map input features to output classes (Fig. 2). Each tree parti-
tions the feature space using a random subset of features and observa-
tions to predict the target with minimal misclassification error (i.e., by
minimizing some loss function) while avoiding overfitting with cross-
validation (Hastie et al., 2023; James et al., 2013). Whereas any indi-
vidual tree is a weak classifier, the ensemble prediction of the forest
typically achieves markedly greater accuracy (Cutler et al., 2007; James
et al., 2013). Boosting further improves performance by constructing
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Fig. 2. A random forest classifier comprises a large set of classification trees. In
this simplified example, a single classification tree predicts the output class
(blue circle, green triangle, or red square) based on two input features, X and Y.
(a) During model training, the feature space is partitioned using the values x;
and y; to minimize impurity within each region. Any new observation can then
be classified according to the region it occupies in the feature space. (b) The
decision tree represents the set of sequential ‘rules’ for classifying new
observations.

classification trees in sequence, rather than in parallel, with each sub-
sequent tree placing more weight on observations that were mis-
classified by the previous tree (Hastie et al., 2023; Friedman 2001). Key
advantages of the random forest approach include high classification
accuracy, the ability to model linear and nonlinear interactions, and
interpretability of the model in terms of ranking the importance of
features (Cutler et al., 2007). Other machine learning approaches that
have been used to forecast HABs include neural networks and support
vector machines (e.g., Izadi et al., 2021).

We developed two boosted random forest models to predict the
weekly maximum K. brevis abundance category, with k = 5 output
classes modeled as unordered factors (multinomial), observed within
the target domain over (1) one-week and (2) four-week forecast hori-
zons, using the gbm package (Greenwell et al., 2022) in R version 3.4.1
(R Core Team, 2023). Hyperparameters that control the algorithm
include the number of trees, interaction depth (i.e., the maximum
number of feature interactions allowed within each tree), and the
learning rate. Following experimentation with several combinations of
hyperparameter values, we adopted values of 5000, 10, and 1079,
respectively, for each model. The models output probabilities for each of
the k = 5 classes, and the predicted class is the class with the largest
probability. Feature importance is ranked according to features’ relative
influence in reducing the multinomial loss function.

2.4. Model evaluation

We evaluated model performance by measuring accuracy and
Cohen’s kappa score during k-fold cross-validation, using each water
year as a fold. Model accuracy is computed as the number of correct
classifications divided by the total number of classifications:

TP + TN

A = 1
Cwray = Tp " Fp + TN + FP M

where TP, TN, FP, and FN are the number of true positives, true nega-

tives, false positives, and false negatives, respectively. The kappa score

accounts for bias that may arise from imbalanced classes by relating

observed model accuracy (p,) to the hypothetical probability of correct

classification by random chance (p,):

= Po — De )
1 - p.

Our feature set includes statistics describing past K. brevis abun-
dances (e.g., weekly maximum cell count) that one should expect to be
highly predictive of the target (maximum K. brevis abundance category),
introducing the potential for an autoregressive model that generates
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lagged forecasts. Such a model may achieve high accuracy and kappa
metrics during cross-validation but provide little value as an operational
management tool, because forecasts that systematically lag reality will
miss the onset of K. brevis blooms and require one or more time steps to
‘catch up.” Therefore, in addition to computing accuracies and kappa
scores, we visualized the observed and forecasted classes over time to
assess whether the models generated systematically lagged forecasts
that missed the onset of blooms.

Finally, we aggregated the model forecasts into three K. brevis
abundance superclasses (Background/Very low, Low, and Medium/
High), re-computed accuracies and kappa scores, and visualized the
aggregated forecasts over time. Although this post-hoc aggregation re-
duces the resolution of the forecast, the three superclasses are none-
theless relevant to K. brevis bloom management, mitigation, and
ecological effects.

3. Results

We designed two classifiers that forecasted the weekly maximum
K. brevis abundance category over one-week and four-week horizons
with accuracies of 0.503 and 0.590, respectively, during cross-validation
(Table 2). When the forecasts were aggregated into three super-
classes—Background/Very Low, Low, and Medium/High—the accu-
racies increased to 0.730 and 0.844, respectively. In each case, the
models classified the extreme classes well but exhibited confusion
among intermediate classes (Fig. 3). Both the one-week and the four-
week models exhibited confusion between the two upper class-
es—Medium and High—with a greater bias toward overestimation (i.e.,
classifying Medium observations as High) than underestimation (Fig. 3a,
3c). The improved accuracy achieved by aggregating the forecasts into
three superclasses arose largely from combining these two classes
(Figs. 3b, 3d).

Because accurately forecasting the onset of a K. brevis bloom is a
particularly important goal for real-time management and mitigation
efforts, we plotted the forecasted classes over time to assess the models’
ability to predict the onset of a bloom on time or in advance (Fig. 4).
Here, we define the onset of a bloom event in terms of the first observed
Medium or High class following a non-bloom period, and we consider
the forecast of the onset to be correct if the Medium or High class is
predicted on time or in advance of the observation. By this definition,
the record contains 10 onsets, occurring in the latter parts of years 2011
through 2017, 2019, 2020, and 2022. The one-week model forecasted
eight of ten bloom onsets on time or in advance, missing the onsets of the
2020 and 2022 blooms by one time step (Fig. 4a-b). The four-week
model forecasted five of ten bloom onsets on time, missing the onsets
of blooms in 2011, 2012, 2014, 2020, and 2022, often by multiple time
steps (Fig. 4c-d).

Both the one-week and the four-week models ranked several “cur-
rent” K. brevis features (i.e., one-week prior to the target) highest for
feature importance (Fig. 5). Other features that ranked relatively highly
included the Loop Current latitude, Peace River discharge, and the
maximum NOx concentration at the Caloosahatchee River. These
rankings comport with current mechanistic understanding based on
earlier studies (e.g., Liu et al., 2023; Medina et al., 2022) and therefore

Table 2
Model evaluation.
Model Training Testing
accuracy Kappa accuracy Kappa
1-week forecast
5 abundance classes 0.753 0.680 0.503 0.351
3 abundance classes 0.730 0.509
4-week forecast
5 abundance classes 0.836 0.711 0.590 0.418
3 abundance classes 0.844 0.702
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(b) One-week model (3 classes)
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Fig. 3. Confusion matrices display K. brevis abundance classes predicted by the one-week (a, b) and four-week (c, d) forecast models against actual abundance classes.
Panels b and d display results following post-hoc aggregation of the five original classes into three superclasses.

serve as a valuable ‘sanity check’ indicating that the models likely
encoded some expected real-world relationships. However, we note that
feature importance should not be interpreted as a ranking of causal
mechanisms in the real world, particularly among correlated features
such as Peace and Caloosahatchee River discharges. Feature importance
simply indicates which features were most strongly associated with
minimizing the loss function.

4. Discussion

We developed two classifiers that generate weekly forecasts of
K. brevis conditions along the southwest Florida coast near Charlotte
Harbor, over one-week and four-week forecast horizons. The feature set
was intentionally limited to data that are available in real time (Table 1).

As such, our results demonstrate the feasibility of short-term HAB
forecasting under realistic management conditions (i.e., based only on
‘live’ data), and the models may serve as an operational decision-
support tool to inform efforts to mitigate the severity of K. brevis
blooms along the southwest coast of Florida, as well as their ecological,
public health, and economic impacts. In particular, we recommend
adoption of both forecast models simultaneously, considering a key
performance disparity between them: The four-week forecasts exhibited
greater classification accuracy than the one-week forecasts (84 % and 73
%, respectively), whereas the one-week forecasts correctly anticipated
the onset of bloom events more often than did the four-week forecasts
(80 % and 50 %, respectively). Finally, our modeling approach may
serve as a framework for developing data-driven forecast models in
other coastal areas.
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Fig. 4. Observed K. brevis abundance classes (gray) and out-of-sample forecasts (red) over time, for the one-week (a, b) and four-week (¢, d) models. Panels b and
d display results following post-hoc aggregation of the five original classes into three superclasses.
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(b) Four-week forecast model
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Fig. 5. Relative influence plots display the 30 top-ranked features in the one-week (a) and four-week (b) models.

The current state-of-the-art model for forecasting Florida red tides
produces 3.5-day forecasts of nearshore K. brevis bloom trajectories
using output from two ocean physics models that simulate advection and
transport processes (Lagrangian particle tracking) with initial positions
provided by in situ cell count data (Liu et al., 2023). This forecasting tool,
developed and maintained at the University of South Florida (USF), is
executed twice weekly on the university’s high-performance computing
cluster. Although our model is relatively reductive in its conceptuali-
zation of the problem—reducing a spatially heterogeneous HAB phe-
nomenon to a single categorical target—our forecasts may nonetheless
serve as a valuable complement to the existing USF forecasts by
providing an ‘early warning’ of bloom conditions, up to four weeks in
advance, at relatively low computational cost.

We visualized the models’ out-of-sample forecasts over time (Fig. 4)
in order to assess their ability to reliably predict the onset of blooms,
after recognizing that forecasts may lag reality and yet exhibit high
accuracy during cross-validation. This potential forecasting problem
often arises when forecast models rely on lagged values of the target as

features (i.e., y¢ ~ yt1 + ...)—an appropriate and often necessary
practice that nonetheless carries a risk of generating lagged forecasts due
to autocorrelation in the target. That is, during training, a model may
learn to minimize error by repeating the most recent observation as its
forecast: Given low cell counts ‘this week,” the model predicts low cell
counts ‘next week.” In the extreme, this strategy generates reasonable
albeit trivial forecasts when the target changes slowly, and the forecast
lags behind reality whenever abrupt changes occur, requiring one or
more time steps to ‘catch up.’” In the context of HABs, a systematically
lagged forecast means missing the onset of a bloom, thus providing little
operational value to end users relying upon the forecast to inform
consequential decisions such as public health advisories and environ-
mental management actions in real time. Because such a model may
perform well during cross-validation despite systematically lagged
forecasts, reporting cross-validation metrics alone will typically fail to
reveal the problem. We therefore recommend that researchers proposing
machine-learning models for HAB forecasting present plots of observed
and predicted values over time, in addition to accuracy metrics. The
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absence of such plots may, whether intentionally or unintentionally,
give a false impression that the model is a suitable candidate for oper-
ational use.

We initially approached K. brevis forecasting as a regression problem
and built models to predict, for instance, the weekly maximum cell
count or the proportions of samples exceeding certain abundance
thresholds. A few of these models performed reasonably well during
cross-validation, but they invariably generated lagged forecasts due to
autocorrelation, as described above. More often, our attempts generated
poor forecasts when confronted with out-of-sample data. We suspect
that their poor performance is ultimately attributable to our use of a
single highly aggregated quantity as the forecast target in each regres-
sion model, considering the spatiotemporal complexity of HAB phe-
nomena. Although an alternative model architecture such as a neural
network might improve performance in both the regression and classi-
fication settings, we suspect that any substantial improvement will
require spatial representations of the target and at least some of the
features. For instance, the use of remote sensing (satellite) features or
raster maps of K. brevis abundance (Izadi et al., 2021; Fick et al., 2024) as
model inputs would encode the spatial distribution and temporal evo-
lution of blooms and perhaps also implicitly encode the complex hy-
drodynamics of the study area (Dye et al., 2020; Hewageegana et al.,
2023; Shi et al., 2023).
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